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Abstract

This paper introduces a multi-rate hidden Markov model (multi-rate HMM) for multi-scale stochastic modeling
of non-stationary processes. The multi-rate HMM decomposes the process variability into scale-based components,
and characterizes both the intra-scale temporal evolution of the process and the inter-scale interactions. Scales are
organized in a hierarchical manner from coarser scales to finer ones, allowing for the efficient representation of
both long- and short-term context information simultaneously. Computationally efficient probabilistic inference and
parameter estimation algorithms for the multi-rate HMM are given. We apply these models to the prediction of
machining tool wear which exhibit both long-range dependence and multi-scale dynamics. A multi-category tool-
wear prediction system architecture is presented for modeling the wear progress over multiple time scales during a
tool’s lifetime. The classification results on challenging titanium milling tasks show that multi-rate HMMs outperform
HMMs in terms of both accuracy and confidence of predictions.

1 Introduction

Automatic detection of the state of tool wear in metal cutting operations is an important industrial problem, since such
machining operations are an indispensable part of many manufacturing processes and losses due to undetected worn
tools can be very costly. Machining with a worn tool decreases productivity and produces reduced quality products. In
extreme cases, worn tools can damage the machining center, and tool breakage causes unplanned downtime, resulting
in costs beyond the tool’s or workpiece’s value. Common industrial practice of replacing cutters at regular intervals can
be ineffective due to wide variations in a tool’s lifetime: it cannot completely prevent costly failures and leads to unnec-
essary delays and higher tool costs. Even though experienced human operators are able to accurately predict amount
of wear on cutting edges, assigning an expert operator to every machining center is not cost effective. Therefore,
automatic wear prediction systems that can operate reliably across a variety of conditions are of practical importance,
but such industry-wide accepted monitoring systems do not exist despite many years of research [14, 45, 31, 50, 25].

Wear prediction is difficult because machining processes are highly complex dynamic systems, and they are af-
fected by many factors that lead to variations in sensory signals used in prediction systems, which is in addition to
interference due to noise and instrumentation. Analytic methods that can accurately relate cutting parameters and
signal measurements to wear status are either not available (for the most part), or are of limited capability, and hence
research in developing wear prediction methods has mainly focused on statistical methods that combine prior knowl-
edge with data to learn models characterizing the sensory signals for different amounts of wear.

Wear progression is a dynamic process, and its accurate modeling requires characterization of the wear process at
multiple time scales in a tool’s lifetime: tools slowly change from sharp to worn over multiple cutting passes; there are
distinct phases of cutting within each cutting pass; and there are transients and other short-time phenomena occurring
at a millisecond level. Characteristics of sensory signals pertaining to each time scale are complex and nonstation-
ary, and they are inter-dependent. For example, during titanium cutting, machining vibrations experience long term
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“noisy/quiet” periods lasting up to 30 seconds which are characterized by the frequency of transients occurring at
millisecond scale and such transients might be informative of wear amount in context. Conventional tool monitoring
systems do not model such complex behavior and long-term dependence, and it has been hypothesized that this is one
of the reasons why they particularly fail when applied to titanium [42].

The importance of temporal characteristics for wear prediction has been demonstrated in previous work [29, 44,
1, 24, 42, 20, 53, 25], where the hidden Markov model (HMM) has been applied to tool-wear monitoring. An HMM
characterizes the distribution of a sequence of features through a hidden first-order Markov state chain which can
change its state from one feature to next. HMMs have proven to be very useful, but they are limited in representing
long-term context information due to the the underlying Markov chain structure, in which information between past
and present decays exponentially fast. The tool wear process is of a multi-scale nature, and more accurate models
can be achieved by a scale-based analysis of sensory signals at multiple resolutions characterized using multi-scale
stochastic models that represent statistical dependencies within and across scales. Multi-scale stochastic models can
parsimoniously characterize complex, nonstationary behavior associated with machining operations, and allow for
efficient representation of long-term context information. While coarser scales provide long-term context information
for key phenomena such as chatter episodes, finer scales characterize short-term behavior. An HMM is intrinsically a
model for stochastic processes evolving at one time scale, and it is not well suited for modeling the joint distribution
of multiple sequences of features at different time scales. For example, if one oversamples the coarser rates (to avoid
discarding any useful information via downsampling of the finer rates), the inference cost increases and class posteriors
become artificially skewed due to counting the same evidence multiple times.

In this work, we extend HMMs to multi-rate coupled HMMs for modeling of nonstationary signals evolving
over multiple time scales, and apply them to the machine tool-wear monitoring problem using an overall architecture
similar to that in [25] for HMMs. Multi-rate HMMs characterize the joint distribution of multiple scale-based feature
sequences through a factored state representation with different components that change state at different time scales.
Each component state sequence corresponds to a feature sequence at a particular time scale. Within a single time
scale, state components constitute a Markov chain, modeling intra-scale dependencies. Inter-scale dependencies are
modeled via Markov dependencies across state chains. State chains are organized in a hierarchical manner from coarse
to fine, and the factored state representation allows for efficient representation of both long- and short-term context
information simultaneously.

As mentioned above, the tool-wear process is of a multi-scale nature, and multi-rate HMMs can provide an accurate
description of the wear process, the benefit of which is threefold. First, a multi-rate HMM is a parsimonious model for
characterization of the complex nonstationary dynamics associated with the wear process, which is efficient in terms
of both parameterization and computational cost. Second, tool-wear system design is constrained by the fact that the
amount of training data available for parameter estimation is limited, due to high costs associated with data collection.
The number of parameters that can be reliably estimated is limited, and arbitrarily increasing the state space of simple
models results in overfitting to a particular data set instead of learning generalizing relationships. In multi-rate HMMs,
variability is decomposed across scales and compactly represented by a small number of parameters, allowing for
reliable parameter estimation and learning of long-term dependencies from small amounts of training data. Third, a
desirable property of any pattern classification system is that not only does it make correct decisions but also that it
provides a good indicator of confidence of the classification decisions in the sense that posterior probabilities assigned
to classes are reflective of the potential for error. This is particularly important for tool-wear monitoring systems when
they are to be used as an aid to a human operator, vs. directly as a decision maker. The multi-rate HMM provides better
confidence values, because the wear process is modeled more accurately without making over-simplistic assumptions,
as in the oversampling case.

The organization of this paper is as follows. Background information and related previous work about tool-wear
monitoring are given in Section 2. A description of HMMs and their various generalizations for the statistical modeling
of multiple time series is presented in Section 3. In Section 4, multi-rate HMMs are introduced, and their probabilistic
inference and parameter estimation algorithms are given. Our tool-wear monitoring system architecture is described in
Section 5, including the details of feature extraction, the decision making process, and the design choices. Experimen-
tal results comparing HMMs and multi-rate HMMs in two titanium milling tasks are presented in Section 6. Finally,
we conclude in Section 7 by summarizing our findings, the limitations of our approach, and future research directions.
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2 Tool-wear Monitoring

Tool-wear monitoring refers to automatic classification of the amount of wear land on tools used for metal cutting
operations such as milling, turning, drilling, etc. In milling jargon, the metal being machined is referred to as the
workpiece, and the tool is the cutter that physically comes in contact with it. Processes such as milling and drilling are
relatively more complex than turning, and their tools have more than one cutting edge, or flute. In this work we focus
on milling. In a typical milling task, a tool is used for multiple cutting passes, where a pass is a single cutting session
with defined start and end times [17, 24].

Tool wear is affected by many factors related to cutting conditions such as revolutions per minute and depth of
cut, workpiece properties such as hardness and thermal conductivity, and cutter properties such as tool dimensions and
geometry. We will collectively refer to these and other factors related to the machining process as cutting parameters.
There are different types of cutting wear such as nose wear, flank, cratering, etc., many of which can occur simulta-
neously but there is usually a dominant wear mode dependent upon cutting parameters. Flank wear, arising due to
adhesive and abrasive wear mechanisms from the intense rubbing of cutting edges and workpiece surface, will be the
dominant wear mode for the milling task considered in this work [15]. (See Section 6 for the details of the task.)
Depending upon the type of work and design specifications, varying amounts of wear may be acceptable.

Direct measurement of actual wear amount on cutting edges is difficult to obtain during cutting, and most tool-wear
monitoring systems rely on sensory signals measured during the machining process to predict wear amount. Cutting
forces, levels of current or power, temperature, acoustic emission, and vibrations are the most commonly used sensory
signals; these correlate with amount of wear to various degrees depending on cutting parameters. Tools used in our
milling task are relatively small (1/2′′ and 1′′ in diameter), and cutting forces, current, and power are not very sensitive
to track wear on such small size tools [15, 25]. We use machining vibrations as our sensory signals, as these have been
successfully used for tool-wear monitoring for steel and titanium milling in previous work [44, 1, 24, 42].

Tool-wear condition monitoring systems typically consist of three modules: feature extraction from sensory sig-
nals, wear process modeling using extracted features, and decision making based on the outputs of wear process
models.

In feature extraction, features of sensory signals which are helpful for predicting wear amount and which carry min-
imal redundant or irrelevant information are extracted. Sensory signals such as machining vibrations are highly non-
stationary, and signal processing methods must provide a summary of changing characteristics at various resolutions of
time and frequency. Previous work in tool-wear monitoring of milling has used time-frequency features derived from
the short-time Fourier transform [25], wavelet transform [46, 32], auto-ambiguity plane representation [27, 42], and
cepstral processing [24]. One can also apply some form of normalization to resulting feature sequences to make them
more robust against noise, instrumentation, and changing tool sizes. In this work, cepstral features are used because
they are relatively uncorrelated, give good discrimination, and lend themselves to cepstral mean subtraction [55], a
standard technique in speech recognition for robustness against channel, sensor, and inter-speaker variability, which
has also been successfully applied to tool-wear monitoring for steel milling [23].

In wear process modeling, statistical models are used to characterize the distribution of extracted features under
varying amounts of wear. In previous work, static and dynamic classifiers which do and do not ignore time-varying
behavior respectively, have been proposed for tool-wear modeling. In static classifiers, such as neural networks [50]
and Gaussian mixture models [9], features are analyzed independently of each other, even if they come from the same
cutting pass, ignoring information in wear estimates at surrounding frames. Due to the physical limits of the wear
process, wear amount is expected to increase monotonically. Moreover, features from different phases of cutting (such
as entry to the piece, bulk cutting, and exit from the piece), might behave differently under varying amounts of wear.
For example, in [25] it has been observed that, in steel milling, energy features extracted near the exit region show a
greater degree of variability with wear level, whereas features from bulk cutting are much less sensitive to wear. To
address these deficiencies of static classifiers, HMMs have been proposed for milling [44, 25], drilling [29, 20], and
turning [53].

In the decision making module, various statistics and information provided by the wear process model are used to
predict the wear amount. Predictions range from a binary worn/not worn decision (used in most work) to multi-level
wear classification, and to regression estimates of a continuous-valued wear amount. In this work, we are interested in
the multi-level classification of tool wear, which is made according to the Bayes optimal decision rule [18],

λ(X) ≡ argmax
c∈C

p(C = c|X) (1)

where class C ∈ C is chosen based on attributes X . The a posteriori class probabilities, p(C|X), can be either directly
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obtained from the wear process, or from a secondary classifier such as a generalized linear model (GLM) taking
various outputs from the wear process models (e.g. likelihood ratios for the multi-level wear categories) and other
deterministic information (e.g. cutting parameters) as input [49, 24]. The a posteriori probabilities can be calculated
conditional on the tool’s whole cutting history to make use of very long context information in the decision making
process.

Most of the past work in tool-wear prediction in milling has focused on steel, with few results reported on titanium
[42, 24], in part because techniques developed on steel do not translate well to titanium. Titanium is extensively
being used in the aerospace industry and considered for other industries for its many desirable properties, but titanium
processing is expensive [21]. Much of the difficulty associated with titanium milling wear prediction is due to the
inherent properties of titanium. Titanium is chemically reactive and tends to weld to the cutting edges during cutting,
and forms a so-called built-up edge in milling jargon. As the built-up edge volume exceeds a threshold, the bonding
forces are overcome by the cutting forces, leading to the chipping of pieces of primary cutting edges and premature
tool failure. Each welding and release cycle can last from 1 second to 30 seconds, and time-frequency structure of
transients during such cycles is significantly different from those in quiet periods. The quiet periods are characterized
by reduced cutting forces, vibrations, and the rate of wear. Existing tool-wear monitoring systems do not model such
complex and long-term behavior and it has been hypothesized that this is the primary reason why they particularly
fail in the monitoring of titanium cutting [42]. Among the other reasons for the difficulty of tool-wear prediction for
titanium include its low thermal conductivity that increases temperature at the cutter-workpiece interface and might
adversely affect the cutter [21], and its heterogeneous structure containing random hard spots that might damage the
cutter.

3 HMMs and their Generalizations

HMMs characterize the distribution of a sequence of observations {Ot}
T−1
t=0 via an underlying hidden discrete state

sequence {St}
T−1
t=0 which is first-order Markov [47]:

p({Ot}, {St}) ≡
T−1
∏

t=0

p(St|St−1)p(Ot|St) (2)

where {Ot} and {St} are shorthand for {Ot}
T−1
t=0 and {St}

T−1
t=0 , respectively, and S−1 is a null start state. The two

independence assumptions behind HMMs are that states constitute a first-order Markov chain and observations are
conditionally independent of everything else given their respective states. The discrete hidden state sequence models
the nonstationary dynamics of observations, while consecutive observations generated by the same state captures
piecewise stationarity. In this work we deal with discrete-valued states and continuous-valued observations, referring
to p(S0) as the initial state distribution, p(St|St−1) as the state transition matrix, and p(Ot|St) as the state-conditional
observation densities. Such a simple model has been used to characterize a variety of interesting phenomena ranging
from weather patterns in meteorology [30] to acoustics for speech recognition [43].

The HMM’s Markov conditional independence assumptions can be used to construct a computationally efficient
inference algorithm for the calculation of various marginal and conditional probabilities, e.g. the marginal likelihood
of observations, p({Ot}), state posterior distributions, p(St|{Ot}), etc., which are needed for the evaluation of a set of
models against data and for parameter estimation from data. The forward-backward algorithm can be used to calculate
these and other quantities of interest in O(TN 2) where N is the cardinality of the sample space of states. Because
the state sequence is hidden, parameter estimation in HMMs is done via the Baum-Welch algorithm [3], which is an
instance of the generic expectation-maximization (EM) algorithm for maximum likelihood parameter estimation with
missing data [16].

Even though the HMM’s rather strong independence assumptions produce a simple yet powerful model with
efficient inference algorithms, those also restrict phenomena that can be parsimoniously represented by them. Many
processes consist of multiple interacting parts, each of which might evolve at a different time scale and not necessarily
synchronously. Such multi-scale behavior and asynchrony are the characteristics of many natural sensory signals such
as speech or vision, but especially for multi-modal signals.

There are three main limitations of HMMs for representing multi-scale dynamics consisting of multiple interact-
ing parts. First, HMMs represent the underlying state of the process by a single state variable, and representation
of composite state structures requires assigning a unique state to each possible composite state configuration. The
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resulting exponential state space increases both the computational cost of inference (quadratic in the cardinality of the
sample space of states), and the number of free parameters (linearly dependent on the cardinality of the state space for
the state-conditional observation densities, and quadratically for the state transition distributions). Excessive compu-
tational cost prevents their deployment in pattern recognition tasks requiring immediate online response such as tool
wear monitoring. A surfeit number of parameters makes parameter estimation from scarce training data unreliable
and leads to overfitting, which is particularly relevant for tool-wear monitoring research characterized by the small
amounts of training data. Second, HMMs represent observations of process by a single observation vector sequence at
one rate, which has its associated difficulties for representing multi-scale observations. One needs to either oversample
observations corresponding to coarser time scales or downsample observations corresponding to finer time scales to
make the feature sequences coming from different time scales synchronous with each other. The former approach
introduces redundancy and skews posterior estimates (by over counting) while the later discards useful information.
Third, HMMs propagate context information between past and future, {Oτ}

t−1
τ=0 and {Oτ}

T−1
τ=t , via an information

bottleneck, St, which can encode at most log2 N bits of information since states constitute a first-order Markov chain.
As the time lag between past and future increases, future becomes independent of past exponentially fast [4]. Unlike
speech recognition in which HMMs are used to model phonemes which usually comprise of 3 − 50 feature vectors,
each cutting pass may involve up to thousands of feature vectors. Even though structural constraints in the state transi-
tions can be used to propagate long-term context information to some degree, this approach requires a very large state
space for long sequences. Such behavior makes HMMs problematic for representing long-term context information
existent in progression of wear.

To address these and other deficiencies of HMMs, various models with multiple state and observation sequences
have been proposed in the literature for representing either different components of the same stochastic process (e.g.
obtained by applying multiple signal processing techniques), or different stochastic processes which are related to
each other through some common event mechanism. A brief sampling of stochastic models with multiple observa-
tion and state sequences from the literature is as follows. Initial work has included multi-band speech recognition
models [5, 38], which integrate information from parallel streams of frequency sub-band features through combining
likelihoods from independently trained HMMs at anchor points of temporal evolution [5, 38]. Multi-stream speech
recognition models [35, 41] based on coupled HMMs [7] and mixed memory models [48] are principled extensions
of this idea for knowledge combination in the model domain. In mixed memory and coupled hidden Markov mod-
els, there are multiple observation sequences, and pairs of state and observation sequences depend on each other
via coupling of their hidden states. A related model is the factorial HMM [26], in which the state sequence is fac-
tored into marginally independent state sequences, indirectly interacting via their common influence on observations.
These models have been re-interpreted or re-formulated in the graphical modeling framework [40], which is useful
for highlighting differences in modeling assumptions in various HMM extensions and for implementation of general
probabilistic inference and parameter estimation algorithms.

In all of these HMM extensions, the multiple observation sequences are constrained to be time synchronous (i.e.
single-rate), and model process dynamics are still at one time scale. This restriction to a single time scale is a limitation
for the HMM and extensions in applications such as tool-wear monitoring in titanium milling.

4 Multi-rate HMMs

Multi-rate HMMs are a multi-scale generalization of HMMs for modeling the joint distribution of a set of scale-based
time series, using multiple scale-based state sequences and modeling of both intra- and inter-scale state dependencies.
In the K-rate extension of HMMs, there are K scales each of which has its own observation and state sequences:
{Sk

tk
}Tk−1

tk=0 and {Ok
tk
}Tk−1

tk=0 being the state and observation sequences, respectively, associated with the k-th scale, and
Tk being the length of observation sequence. We assume that scales are ordered from the coarsest k = 1 to the finest
k = K, and the k-th scale is Mk times faster than (k−1)-th scale, i.e. Tk = MkTk−1 for k > 1. The joint distribution
of state and observation sequences is modeled as

p({O1
t1}, {S

1
t1}, . . . , {O

K
tK

}, {SK
tK

}) ≡
K
∏

k=1

Tk−1
∏

tk=0

p(Sk
tk
|Sk

tk−1, S
k−1
btk/Mkc

)p(Ok
tk
|Stk

) (3)

where Sk
−1 is a null start state for the k-th scale, bxc denotes the greatest integer less than or equal to x, and hence

btk/Mkc is the index of the observation in the (k − 1)-th scale overlapping with the tk-th observation in the k-th
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Figure 1: Graphical model illustration of a multi-rate HMM with K = 2 and M2 = 3, with the coarse scale at the top.
States and observations are depicted as circles and squares, respectively.

scale. Parameters of the multi-rate HMM consist of the parameters corresponding to the initial state distributions,
p(Sk

0 |S
k−1
0 ), the state transition distributions, p(Sk

tk
|Sk

tk−1, S
k−1
btk/Mkc)

, and the state-conditional observation distribu-

tions, p(Ok
tk
|Sk

tk
), associated with each scale.

The K-rate HMM essentially involves K HMMs which have been coupled via dependency of state transitions
of one scale on the overlapping state variable at the next higher scale, and, roughly put, this is a first-order Markov
condition across scales. Markov dependencies across time model scale-dependent evolution of observations in each
scale-based part, whereas Markov dependencies across scales parsimoniously model coupling between scale-based
parts. Long-term context information is provided by the coarse-scale state sequences and cross-scale dependence,
and short-term context information is captured by the fine-scale state sequences. Notice that dropping Sk−1

btk/Mkc
from

the right hand side of p(Sk
tk
|Sk

tk−1, S
k−1
btk/Mkc

) in Equation 3 would render the scale-based observation and the state
sequences independent of each other.

In this work we will mainly deal with the K = 2 case and a graphical model illustration of the 2-rate HMM appears
in Figure 1. Here, the dependence of the short-term time scale on the long-term one is captured by conditioning the
short-term scale-state transition distributions on the long-term scale-state identity.

4.1 Probabilistic Inference

Probabilistic inference in the multi-rate HMM involves the calculation of various marginal and conditional probability
distributions associated with the state and observation sequences. The state sequences, {Sk

tk
}, are hidden, so they must

be marginalized out when evaluating models against data. The parameter estimation of multi-rate HMMs require the
a posteriori probabilities of states given observations, as described in the next section.

The calculation of these and other quantities of interest by brute force summation of Equation 3 is prohibitively
expensive, but they can be efficiently calculated via a generalization of the forward-backward algorithm of HMMs that
includes updates at multiple time scales. The algorithm exploits Markov independence relationships of the multi-rate
HMM to calculate hidden state posteriors given all observation sequences. Forward and backward steps recursively
calculate the conditional probability of the current states given past observations, and the conditional probability of
future observations given current states, respectively, which are recombined to obtain hidden state posterior probabil-
ities. For the K-rate HMM described above, the resulting computational cost of inference is of O(TKNK+1) where,
for illustration purposes, we have assumed cardinalities of the sample spaces of all state chains are all equal to N . For
K = 2, the computational cost is of O(T2N

3) which compares to O(T2N
4) for the HMM representing the meta-space

of the two observation sequences. A derivation of inference routines for the 2-rate coupled HMM model is given in
Appendix A.
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4.2 Parameter Estimation

In this work, we assume that initial state and state transition distributions are modeled non-parametrically, and use a
mixture of multivariate Gaussian densities for modeling the state-conditional observation distributions,

p(O = o|S = i) =

M
∑

l=1

κilN (o;µil,Σil) (4)

where we have dropped the scale superscripts and the time subscripts to simplify notation. In Equation 4, M is the
number of mixture components, {κil} are the mixture weights associated with the state i such that κil ≥ 0 and
∑

l κil = 1, and N (·;µ,Σ) denotes a multivariate Gaussian distribution with mean vector µ and covariance matrix Σ.
The parameters of the multi-rate HMM can be grouped into structural and distributional parameters. The structural

parameters are the various model complexity parameters related to the Markov chains: i) the cardinality of the sample
space of states and state transition topology, and ii) the complexity of Gaussian mixture models, including the number
of mixture components and diagonal vs. full covariance matrices. The distributional parameters are the free parameters
associated with the local probability distributions once structural parameters have been determined: initial state and
state transition distributions, and mixture weights, Gaussian means and covariances of state-conditional observation
densities. We denote all distributional parameters associated with the multi-rate HMM by θ.

Determining structural parameters is a model selection problem, and can be accomplished via cross-validation.
The distributional parameters θ can be estimated according to maximum likelihood (ML) criteria using a training
data set consisting of a collection of observation sequences: O ≡ {O1, . . . ,OE} where Oe denotes all observation
sequences associated with the e-th example. Since the corresponding state sequences are hidden, direct maximization
of marginal likelihood function pθ(O) is intractable, so we use the EM algorithm [16] to maximize the incomplete
data log-likelihood function iteratively. The EM algorithm is an iterative method that replaces the incomplete data log-
likelihood function by the expected complete log-likelihood function obtained using the a posteriori state sequence
probabilities calculated according to the current estimate of parameters. At the n-th iteration, parameters are updated
according to

θ(n+1) = argmax
θ

ES|O

[

log pθ(S,O)|O, θ(n)
]

(5)

where θ(n) is the parameter estimate at the n-th iteration, S is a completion of hidden state variables corresponding
to observations O and pθ(i)(S|O) is provided by the inference routines described in Appendix A. Maximization
of Equation 5 is straightforward, and the resulting parameter updates are guaranteed to monotonically increase the
marginal likelihood of observations at each iteration unless at a local maxima. Explicit parameter updates for the
2-rate HMM are given Appendix B.

4.3 Comparison to HMMs and to Previous Work in Multi-scale Modeling

In theory, an HMM can represent any state-space model by appropriate grouping of the possibly multiple state and ob-
servation sequences of the original model into single state and observation sequences. The conversion of a multi-rate
HMM to one that can be described by an HMM can be accomplished in two ways. In the first approach, one oversam-
ples all coarser scale observation and state sequences so that they will be synchronous with the finest-scale observa-
tion sequence, takes the Cartesian product of the states within the same time slice and uses factored state-conditional
observation distributions. Then, the resulting state transition matrices are constrained so that state components cor-
responding to the coarser scale states do not change their values at every time step which is that of the finest scale
involved. This approach has the disadvantage that oversampling observation sequences introduces redundancy and
that counting the same evidence multiple times results in artificially skewed class a posteriori probability distributions
when they are used for classification. In the second approach, one only oversamples states and takes their Cartesian
product, but arranges the state-conditional observation distributions so that not every product state configuration emits
all observations corresponding to all scales. The resulting model is not really an HMM due to its special emitting
structure, and the state transition and state conditional observation distributions still need to be specially constrained.
In either approach, the product state space is exponential in the number of scales, and the state transition and obser-
vation distributions are specially parameterized to be able to replicate the state transition and observation distributions
of the multi-rate HMM. The consequences of these changes are two fold. First, the product state space results in an
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exponentially higher cost of inference. Second, since the parameters of the product HMM are algebraically tied to each
other, one cannot obtain closed form parameter updates using the EM algorithm. Relaxing the algebraic constraints in
the parameterization results in straightforward EM updates, but the number of parameters is exponentially more and
they cannot be reliably estimated from small amounts of data, preventing the learning of generalizing relationships. In
summary, an HMM with product state and observation spaces can be constructed to simulate a multi-rate HMM, but
the inference in the resulting model is much more expensive, parameter estimation is not tractable or it involves much
larger number of parameters, and learning generalizing relationships from data is more difficult.

In previous work, multi-scale statistical models have been explored in many different facets of signal processing
and data fusion [54]. Some representative examples include the hidden Markov trees for modeling the joint distri-
bution of wavelet coefficients for signal reconstruction [13], multi-resolution autoregressive models [2], multi-scale
Kalman filters for data fusion [10], and multi-scale Markov random fields for image analysis [34]. Two examples
of multi-scale state-space models proposed in previous work that are most similar to the multi-rate HMMs described
here are the two dimensional (2D) multi-resolution HMMs used for segmenting aural images [33], and the hierarchical
HMMs used for modeling English text and cursive handwriting [22, 39] and robot navigation [52]. In both models,
state and observation sequences are organized in a hierarchical manner from coarse scales to finer scales. While tree-
structured Markov dependencies between states across scales model the coarse-to-fine intra-scale dynamics, Markov
dependencies within each state sequence model intra-scale process dynamics. The two models differ from each other
in their deterministic vs. stochastic alignment of scale-based state sequences with each other. In the 2D HMMs, a
coarser scale state is aligned with a fixed number of the next-finest-scale states, whereas in hierarchical HMMs this
restriction is avoided and the alignment is formulated probabilistically. The stochastic alignment is exactly analogous
to the stochastic segment model extension of HMMs [43], in which the hidden states emit a random length sequence of
observations instead of a single observation. Note that the above mentioned multi-scale models have a fixed “depth”,
i.e. number of scales, which makes them less powerful than the stochastic context-free grammars in terms of their ex-
pressive power [39], though they are more powerful than tree-based static models that assume fixed-length observation
sequences as in dependence trees [11, 37].

The multi-rate HMMs have similarities to and differences from the two dimensional multi-resolution HMMs and
the hierarchical HMMs. Like both of these models, the multi-rate HMM characterizes the inter-scale dependencies
via tree-structured coarse-to-fine Markov dependencies among the scale-based state sequences. Similar to the two-
dimensional multi-resolution HMMs, the alignment between scale-based sequences is formulated deterministically,
but the extension to probabilistic alignment is obvious. However, in both the multi-resolution and hierarchical HMMs
the data generation process is assumed to be tree-structured in the sense that scale and observation variables corre-
sponding to a given time scale are independent of their far distance relatives conditional on their coarser ancestor state
variables, and the state sequence at a given scale is not a Markov chain. This is unlike the multi-rate HMM in which
each scale-based state variable sequence still constitutes a Markov chain. The coupling of state chains in the multi-rate
HMM is similar to the coupled HMMs [6, 7, 19, 48, 41], which use inter-stream Markov dependencies to couple two
same-rate hidden Markov models. However, unlike the multi-rate HMM, coupled HMMs are single-rate and so do not
effectively model long-range dependencies.

5 System Architecture

Our tool-wear condition monitoring system models the progress of wear from sharp to worn over multiple cutting
passes during the lifetime of a tool. Both the gross characteristics of wear from one cutting pass to another, as well
as the detailed characteristics of the wear process within each cutting pass are modeled. The inputs to the system are
the sequences of temporally ordered cutting passes and their sensory signal measurements, and the outputs from the
system are the probability values assigned to a set of wear-level categories for each cutting pass. Each wear level
corresponds to a continuous range of physical amount of wear, and ranges are non-overlapping and increasing. The
overall system consists of three main modules: feature extraction, estimation of wear-level posteriors using a sequence
model, and optionally posterior correction.

The system uses machining vibrations as sensory signals. In the feature extraction module, the vibration signals
are summarized into sequences of cepstral feature vectors which are normalized to increase robustness to sensor and
tool variability. In the sequence modeling module, the progress of wear over multiple cutting passes is hierarchically
modeled at two levels: across cutting passes and within each cutting pass. The two process models are used in combi-
nation to calculate a posteriori probabilities of multi-level wear categories for each cutting pass. The wear posteriors
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Figure 2: The modules of the tool-wear monitoring system.

can either be used directly to make wear predictions according to the Bayes optimal decision rule of Equation 1, or
they can be fed into a second-stage classifier for further refinement and correction. In the next three subsections, we
discuss design choices relating to each module. The overall system architecture is an improved version of that of [25],
where it was used for the monitoring of milling steel. In this work, the task is milling titanium, and modifications to
the design choices are made to reflect this.

Let {Ol,Wl}L
l=1 be the set of feature sequences and wear amount categories corresponding to a tool which has

lasted L cutting passes. Ol denotes the feature sequences associated with the l-th cutting pass and Wl ∈ W denotes its
discrete wear level, where W is the set of wear categories. We assume that wear level does not change within a cutting
pass and hence there is only one wear-level label corresponding to each cutting pass, which is not overly restrictive
given that only three multi-level wear categories are being used. The objective of the overall system is to estimate
p(Wl = w|O1, . . . ,Ol) for each cutting pass l using only information available up to the l-th cutting pass, since the
tool-wear monitoring application requires online prediction of wear. The posteriors can be used either as a confidence
indicator to machinist, or as a basis for classification according to the Bayes decision rule,

λl(O1, . . . ,Ol) ≡ argmax
w∈W

p(Wl = w|O1, . . . ,Ol). (6)

5.1 Feature Extraction

One or more sequences of features are extracted from the time-frequency plane of machining vibrations, summarizing
characteristics of vibration signals over time and frequency. Machining vibrations exhibit both short- and long-term
characteristics and, to capture these, short- and long-term cepstral features are extracted at two different resolutions of
time and frequency.

Short-term transients due to chipping and material removal occur at the millisecond level. To capture these and
other short-term characteristics, a sequence of cepstral feature vectors are computed at the flute frequency, extracting
20 cepstral coefficients based on a 25-th order linear prediction analysis [55]. The analysis window size is set to
110% of the flute period, since the use of partially overlapping window was found to reduce boundary effects [24]. To
reduce the dimensionality of feature vectors, only the 1-st, 4-th, 5-th, and 6-th coefficients are kept, since these have
significantly higher discriminatory information based on the scatter ratios of features X coming from worn and not
worn passes:

ρ(X) ≡
(µ0 − µ1)

2

σ2
0 + σ2

1

,

where µs and σ2
s denote the sample mean and variance of the features coming from passes labeled as worn (s = 0)

and not worn (s = 1). Alternatively, linear discriminant analysis (LDA) or principal component analysis (PCA) can be
applied for reducing the dimensionality of feature vectors (See Section 6.4). To minimize the effects of tool-specific
biases and sensor effects, cepstral mean subtraction has been applied on a tool-by-tool basis. A cepstral mean vector
for each tool is calculated by taking the sample mean of cepstral features coming from first 3 passes, if they are
available. If not, the global mean of such first 3 passes across all tools is used as the cepstral mean. This cepstral mean
is subtracted from all features coming from a particular tool.

Machining vibrations also exhibit long-term behavior as characterized by the frequency and the type of short-term
transients. Among the causes of such long-term characteristics are the temporary or permanent changes in the cutter
structure, and the changing metal properties such as random hard spots. To capture such long-term characteristics,
an average of short-time cepstral features over every 10 rotations (M = 40 frames) of original short-term cepstral
features, which was suggested by expert knowledge. It has also been verified experimentally that averaging over 40
frames performs comparably to or better than other window sizes. Here, averaging windows are non-overlapping, and
hence the resulting long-term feature sequence is 40 times slower than the original short-term one.
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...
Figure 3: Graphical model illustration of the two-staged sequence modeling for a tool which lasted L cutting passes.
The pass-level wear process models are illustrated to be 2-rate HMMs.

5.2 Sequence Modeling

The progress of wear over multiple cutting passes is hierarchically modeled at two levels. A wear-level HMM charac-
terizes wear dynamics from one cutting pass to another. The pass-level wear process models characterize the distribu-
tion of feature sequences within each cutting pass, and they are modeled either by HMMs or by multi-rate HMMs. A
graphical model depiction of this two-level modeling appears in Figure 2. The overall model can be used to calculate
the posterior probabilities corresponding to the multi-level wear categories at any point during the tool’s lifetime.

5.2.1 Wear-Level Process Model

The wear-level HMM models evolution of wear from sharp to worn over multiple cutting passes. The states of
this HMM are the wear levels, Wl, ordered according to increasing amounts of wear. We assume that, as the time
progresses, wear level cannot decrease, and state transitions p(Wl|Wl−1) are constrained accordingly, and hence a
left-to-right state transition topology. The state-conditional “observation” of this wear-level HMM is the sequence
of features for each cutting pass, Ol. The corresponding state-conditional observation densities, p(Ol|Wl = w), are
modeled by the pass-level wear process models, characterizing the behavior of machining vibrations under varying
amounts of physical wear for w ∈ W .

5.2.2 HMMs as Pass-Level Wear Process Models

One option for the process model, p(Ol|Wl = w), is an HMM, in which case we use either short- or long-term cepstral
features or both as the observation sequence. The states of this pass-level HMM are used to capture nonstationary dy-
namics of features, modeling the observational variability associated with the machining vibrations in an unsupervised
manner i.e. states do not correspond to any physical property. States are always unobserved, and they are marginalized
out during both training and testing.

Before applying HMMs to wear process modeling, a few design choices related to structural parameters of the
HMM are needed. An ergodic state transition topology has been chosen based on pilot experiments and the absence
of any prior knowledge suggesting a left-to-right or other state topology. This is unlike steel milling in which a left-
to-right state topology was found to be successful for capturing the distinct characteristics of machining vibrations
at the entry to the piece and exit from the piece regions [23]. We have used the mixture of multivariate Gaussians
density model of Equation 4 to model state-conditional observation distributions. Covariance matrices of Gaussians
are restricted to be diagonal, since the amount of training data was not sufficient for the reliable estimation of full
covariance Gaussians, and resulted in poorly conditioned covariance matrices. The number of states and number of
Gaussian components per mixture are chosen via cross-validation, as described further in Section 6.

5.2.3 Multi-rate HMMs as Pass-Level Wear Process Models

Alternatively, multi-rate HMMs can be used for the characterizing behavior of machining vibrations within a pass for
different amounts of wear. For the titanium milling task, we have used a 2-rate HMM aimed at capturing “noisy/quiet”
cutting periods due to built-up edge formation. The design choices concerning the multi-rate HMMs are the topology
of state transition matrices and parameterization of state-conditional output distributions associated with the short- and
long-term time scales. In the 2-rate model, there exist two state transition matrices: one for each of short- and long-term
state sequences. Ergodic state topologies have been chosen for both of them based on pilot experiments, but also based
on the observation that noisy/quiet periods can occur more than once within the same cutting pass. Similar to HMMs,
state conditional observation densities are modeled by a mixture of diagonal multivariate Gaussians. The number
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of states and the number of Gaussian mixture components are again determined via cross-validation, as described in
Section 6.

5.2.4 Classification

The overall model can be used to calculate the a posteriori probabilities assigned to the multi-level categories at
any time during the lifetime of the tool using the information present up to that point. Below we describe how to
calculate them at the end of each cutting pass for simplifying the presentation, and also because our implementation is
constrained by the fact that the wear-level measurements in our data sets are made at the end of each cutting pass and
performance evaluation is in reference to such measurements.

Let us denote all observation sequences associated with the l-th cutting pass by Ol. Having observed the feature
sequences associated with the cutting passes up to pass l, the probability of being in wear-level w at the end of cutting
pass l is given by

αl(w) ≡ p(O1, . . . ,Ol,Wl = w),

which can be calculated by the forward recursion of the HMM’s forward-backward algorithm:

αl(w) = p(Ol|Wl = w)
∑

w′∈W

αl−1(w
′)p(Wl = w|Wl−1 = w′). (7)

and then used to obtain the pass-level wear posterior probabilities as follows:

p(Wl = w|O1, . . . ,Ol) =
αl(w)

∑

w∈W αl(w)
. (8)

p(Ol|Wl = w) appearing in Equation 7 is the marginal distribution of observations coming from the l-th pass and
calculated with respect to the wear process model corresponding to wear level w, and p(Wl = w|Wl−1 = w′) is
the transition probability from wear level w′ to level w. The recursion is dominated by the marginal distribution of
the observations, and the wear-level transition probabilities contribute little to the sum. This is due the fact that each
cutting pass involves thousands of observations, and, on average, the probability assigned to a sequence of observation
vectors is much smaller than the one assigned to a wear state transition involving only a single random variable. To
reduce this mismatch, we have normalized the marginal distribution of observations log p(Ol|Wl = w) by the length
of finest scale observation sequence involved. This solution is similar to the use of language modeling scaling factors
in speech recognition, which are used to balance language modeling scores and acoustic modeling scores [55].

The wear posteriors, p(Wl = w|O1, . . . ,Ol), or equivalently forward probabilities, αl(w), can be used in the
Bayes decision rule of Equation 6 to predict the wear level of the l-th cutting pass. By using the forward algorithm,
the detected wear sequence is not required to be monotonic, as would be the case with Viterbi algorithm. This allows
the algorithm to recover from bad decisions given additional acoustic evidence.

5.3 Posterior Correction

Previous work [49, 23] has found that a second-stage classifier, such as a GLM [36], improves the a posteriori prob-
ability estimates provided by the wear process models. GLMs refine the posterior estimates (or equivalently initial
decision boundaries) using as input features the log-odds ratios obtained from the wear process models,

ηl,w ≡ log

[

αl(w)

αl(0)

]

, w = 1, . . . , |W| − 1.

A multi-class GLM estimates new a posteriori wear probabilities according to

pGLM (Wl = w|O1, . . . ,Ol) ≡
exp(β>

w ηl)
∑

w′∈W exp(β>
w′ηl)

(9)

where W ≡ {0, . . . , |W| − 1}, ηl ≡ [1; ηl,1; · · · ; ηl,|W|−1]
>, > denotes vector transposition, and βw is the vector

of regression coefficients associated with the wear-level w. If a hard decision is desired, the Bayes optimal decision
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Table 1: Cutting parameters for 1/2
′′ and 1

′′ data sets

Parameter Task

Cutter diameter 1/2” 1”
Block size 18” 20”
Rockwell-C hardness 32-34 34-36
RPM 733 367
Feed rate (in/min) 14.7 13.2
Axial depth-of-cut 1.0” 0.5”
Radial depth-of-cut 0.2” 0.4”
Wear endpoint 0.005” 0.010

rule is then invoked with the modified a posteriori probability. Note that setting βw equal to an all zero vector except
a one in the (w + 1)-th dimension effectively recovers the original a posteriori probability.

Using a GLM as a secondary classifier for posterior correction is important because the direct a posteriori wear-
level estimates of Equation 8 tend to be skewed towards 0 or 1 since they are based on the evaluation of a sequence
of cutting pass observation sequences consisting of thousands of vector-valued continuous observations. Even though
the cutting pass log-likelihood scores are normalized by the sequence length as described previous section, the tails
of multivariate Gaussian densities used in the state-conditional observation densities taper off exponentially in the
squared normalized distance of observations from their mean values, and testing observation sequences that some-
how differ from the previously observed sequences are assigned exponentially small likelihood values. The dynamic
ranges of the resulting likelihoods are large, and usually there exists one wear level which receives significantly higher
likelihood value than the others and hence the almost 0 or 1 posterior values. For binary worn/not worn classification,
skewed posteriors render operating at different points of the receiver operating characteristics curve ineffective for
trading missed detections for false alarms, which might be important in practice since costs associated with missed
detections are far greater than those associated with false alarms. As we will show in Section 6.4, GLMs recover from
overconfident wear posteriors (and hence also allow for weighting error types) by using a relatively simple model
with few parameters. GLMs also provide a convenient framework for classifier combination by using log-odds ratios
coming from multiple classifiers as features. Moreover, other sources of information such as cutting parameters can
also be used as features in the GLM [25] and can be incorporated into the decision making process.

6 Experiments

In this section, we give experimental results comparing the performance of HMM- and multi-rate HMM-based tool-
wear monitoring systems on two titanium milling tasks. We first describe our data sets, figures of merit, training and
testing procedures, and then finally present the results.

6.1 Data

The task is the prediction of the amount of wear on milling machines cutting titanium blocks. The data have been
collected by the Boeing Commercial Airplane Group in Seattle, WA, using a numerically controlled machining center.
There are two sets of data coming from machining with 1/2′′ and 1′′ endmill tools, which will be referred to as 1/2′′

and 1′′ data sets, respectively. The workpieces being machined by the 1/2′′ and 1′′ endmill tools differ in block size
and hardness, and the cutting parameters have been set differently to reflect the workpiece and the tool size differences.
These and other parameters of the two milling tasks are given in Table 1. Notice that the differences in cutter sizes are
reflected in the threshold of acceptable wear: the threshold for the 1/2′′ tools is about half of that for the 1′′ tools.

6.1.1 Data Collection

The data are collected as follows. A fresh tool has been used to climb-cut notches in titanium blocks for multiple
cutting passes until it becomes worn. An accelerometer is mounted radially on the front plate of the spindle housing,
and used to record wide-band machining vibrations due to chip-formation and transients caused by edge breakdown.
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Table 2: Multi-level wear categories and their corresponding physical wear amount ranges in thousands of an inch

Task
Wear level 1/2” 1”

A 0.0-2.4 0.0-4.9
B 2.5-4.9 5.0-9.9
C > 4.9 > 10

Table 3: 1/2
′′ and 1

′′ training and testing data sets statistics: the number of tools, the number of recorded passes, the number of passes labeled
as A, B, and C.

# of MC labels
Data set # of tools # of passes A B C

1/2
′′ training 6 70 18 12 9

1/2
′′ testing 9 75 15 17 10

1
′′ testing 7 54 9 9 9

At the end of selected cutting passes, a human operator measured the physical amount of wear on cutting edges. Both
1/2′′ and 1′′ data sets consist of multiple tools.

6.1.2 Multi-level Wear Categories

For both 1/2′′ and 1′′ tools, we have quantized the continuous wear measurements into 3 non-overlapping levels,
(A,B,C), which are given in Table 2. The number and the ranges of the quantized wear levels have been chosen so
as to balance between the amount of training and testing data available for each wear level and providing a reasonably
detailed granularity for the wear amount. Roughly put, the wear-levels A, B, and C correspond to sharp, worn but still
usable, and worn (not usable) tools, respectively.

During data collection, the amount of wear present on the cutting edges is measured manually at the end of selected
passes, which are few. However, the assumption that wear level can only increase over time can be used to infer the
state of wear on some cutting passes which are not manually labeled. For example, if the 3-rd and 6-th cutting passes
of a tool are manually labeled as level B, then it can be deduced that passes 4 and 5 are of level B as well. Continuing
with the same example, if we also know that the 10-th pass is labeled as C at the factory floor then passes 7 through
9 can only be B or C, and not A. Such partial information is useful and is automatically incorporated into the system
training via the EM algorithm and the left-to-right wear-level transition matrices (see Section 6.2 for the details).
Previous work shows that such full EM training with unlabeled data is more efficient than the Viterbi-style approaches
for using unlabeled data [25].

From here on, we will refer to the labels obtained from the measurements at the factory floor and the labels deduced
from them by applying the monotonicity of the wear assumption, collectively as labeled, and would be used as the
truth in the training and testing procedures.

6.1.3 Training, Testing, Cross-validation Divisions

Due to the significant differences in cutting conditions and workpiece properties, the 1/2′′ and 1′′ data sets have been
used separately for training and testing purposes, and separate training and testing sets have been constructed. Our
1/2” data set consists of enough tools so that separate training and testing sets can be constructed. The 1/2′′ training
data set is also used in 3-fold cross-validation (CV) by leave-2-out. The 1′′ data set consists of fewer number of tools
so we have used it only in 6-fold CV by leave-1-out.1 The various statistics (the number of tools, passes, and labeled
passes) for the training and testing data sets are provided in Table 3.

1In one case, two tools are regarded as one for CV purposes.
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6.2 System Training

The model complexity parameters of the overall system, namely the number of states and the number of mixture
of Gaussian components at the state conditional output distributions of pass-level HMM or multi-rate HMM wear
models, are determined via CV on training data by choosing the least complex system performing the best. The
distributional parameters of the system, namely the initial state and state transition distributions of the wear-level
HMM, the parameters associated with the pass-level HMM or multi-rate HMM wear models, and optionally the
regression coefficients of the GLM, are estimated from training data according to the ML criteria as follows.

The parameters of the wear-level HMM, the initial wear-level probabilities and the wear-level transition probabil-
ities, are estimated by fitting a Poisson model to the training passes with known wear labels, and by calculating the
required initial state and state transition probabilities according to this model. The topology of state transition matrix
is constrained to be left-to-right, as mentioned earlier.

All pass-level model parameters are jointly estimated using data from both labeled and unlabeled passes by the
EM algorithm [25], automatically handling both unlabeled cutting passes and the hidden state sequences. The EM
algorithm operates at two levels on the composite model consisting of all cutting passes during a tool’s lifetime. First,
the a posteriori wear-level probability assignments to all unlabeled cutting passes of a tool are calculated by using
the forward-backward algorithm on the wear-level HMM. The feature sequences for all cutting passes are used as
evidence in the inference procedure. The labels of manually-labeled cutting passes are not changed during training.
Second, all cutting passes which have assigned a nonzero a posteriori probability to a particular wear level are used to
estimate its pass-level process model parameters corresponding to that wear level. At this stage, the usual EM routines
for the HMMs or the multi-rate HMMs are called with one exception: the sufficient statistics appearing in the EM
update formulas are weighted by the wear-level a posteriori probability corresponding to the model being updated.

GLM parameters are estimated using the iterative re-weighted least squares (IRLS) algorithm [36]. In the leave-k-
out cross-validation on the training set, k tools are set aside for testing while the remaining tools are used to estimate
the system parameters, which are in turn used to obtain the GLM features, log-odds ratios (cf. Equation 9), for the
k tools that were set aside. By rotation, the features for all the tools appearing in the training data set are obtained.
The multi-level GLM regression parameters are then estimated by invoking the IRLS algorithm for the cutting passes
whose respective labels are known. Notice that since the GLM parameters are estimated using the full training data set,
the CV results with the GLMs will give an overly optimistic performance estimate and assessment on an independent
test set is needed.

6.3 Figures of Merit

We use classification accuracy and normalized cross-entropy (NCE) as figures of merit for comparing HMM and
multi-rate HMM-based systems, as described below.

Classification accuracy is a standard metric for classifier comparison in pattern recognition. Classifications are
made for a whole cutting pass at the end of each pass via Equation 6, and hence each cutting pass contributes one
example to the testing set. Since the size of our testing data sets are relatively small and small differences in the
classification accuracies may not be statistically significant, we accompany accuracy results with their one-sided p-
values to assess the superiority of one model over another is genuine (vs. simply due to sampling variations). The
p-values reported here are the exact p-values calculated according to a Binomial distribution model, since the sample
sizes used in the testing experiments may not be large enough for the usual asymptotic Gaussian approximation to be
accurate [28].

Confidence is a measure of degree of certainty of classifier decisions; hence it corresponds to the class posterior
probability estimates. Confidence is an important consideration in the practical employment of pattern recognition
systems whenever their outputs are input to a higher level decision making module, e.g. a human operator who uses
the information provided by the tool-wear monitoring system to make the final tool replacement decisions. A classifier
assigning the same posteriors to a sharp tool and to a partially worn tool which is about to become worn does not
provide useful information for making timely replacement decisions, and should be regarded as inferior. Unlike the
error rate which incurs an equal 0 or 1 cost to each classification decision, confidence is a continuous measure that
indicates distance from the decision boundary.

Normalized cross-entropy (NCE) is one metric for evaluating confidence prediction [51]. The NCE of a classifier

UWEETR-2004-0011 14



which tries to predict class C ∈ C using features X is defined as

NCE ≡
H(C) − H(C|X)

H(C)
(10)

where H(C) and H(C|X) are cross-entropy functions between the empirical distribution of testing data and the a
priori and the a posteriori class distributions (respectively), as in

H(C) ≡ −
1

T

T
∑

t=1

∑

c∈C

δCt,c log p(Ct = c)

H(C|X) ≡ −
1

T

T
∑

t=1

∑

c∈C

δCt,c log p(Ct = c|Xt)

where (Ct, Xt) denote the t-th testing pair in a test set of size T , δi,j is the Kronecker delta function with δi,j = 1
if i = j and δi,j = 0 otherwise, and p(C) and p(C|X) are the a priori and the a posteriori class probabilities,
respectively. NCE penalizes incorrect classification decisions (or rewards correct decisions) according to how far
they are from the decision boundary. In the NCE metric, an incorrect classification decision that is made with a high
class posterior probability incurs more cost than the one made with a lower class posterior probability, and vice versa
for the correct classification decisions. The numerator in Equation 10 is a mutual information like quantity.2 Hence,
roughly speaking, NCE measures the information that is existent in features X relevant for C according to the assumed
model. Ignoring features X and using solely the prior for classification results in an NCE of 0; 1 is a perfect score;
and highly confident incorrect classification decisions results in negative NCE. For numerical stability, we constrain
the probability estimates to be between ε and 1 − ε where ε = 10−10. The reported NCE results are accompanied
with their significance levels for being statistically different from 0, calculated according the Wilcoxon rank sum test
using a paired comparison of {H(Ct|Xt)} and {H(Ct)}, where, H(Ct|Xt) ≡ −

∑

c∈C δCt,c log p(Ct = c|Xt), and
H(Ct) ≡ −

∑

c∈C δCt,c log p(Ct = c).
NCE as metric for classifier comparison is more sensitive to differences between classifiers, because it uses a

continuum of scores rather than the quantized 0/1 decisions. This is important given that the amount of tool-wear
testing data set is relatively small for comparing classifiers.

6.4 Results

In this section, we report accuracy and NCE results comparing the performance of various HMM- and multi-rate
HMM-based tool-wear monitoring systems for the multi-level wear classification tasks for the titanium milling with
1/2′′ and 1′′ endmill tools. For each training/testing paradigm, results for five sets of models are reported: the HMMs
using long- and short-term features, the HMM using the concatenated long- and short-term features, the classifier
combination of HMMs using short- and long-term features via a GLM, and the 2-rate HMM using the short- and
long-term features. The HMM system using concatenated short- and long-term features is similar to the other HMM
systems except that it uses the stacked short- and long-term features as its observations. Since the rate of long-
term cepstral features is 40-times slower than the short-term ones, the long-term features are oversampled by 40
before concatenation. The classifier combination is performed via a GLM which uses log-odds ratios provided by the
alternative HMM systems.

The feature concatenation and the classifier combination approaches are two very different alternatives to the
multi-rate HMM for combining the short- and long-term information for predicting wear. In the feature concatenation
approach, the integration is done at the state level at the millisecond time scale, whereas in the classifier combination
approach the integration is done at the model level at the end of whole cutting pass which is on the order of 60−70 sec-
onds. The concatenation approach forces complete synchrony between two information sources, whereas the classifier
combination allows for complete asynchrony. The multi-rate HMM with its multiple state and observation sequences
and across-scale state dependencies falls in between these two extremes: the information from short- and long-term
features is combined by modeling the joint distribution of the two feature sequences within the same statistical model.
The multi-rate HMM does not introduce redundancy, enforce strict asynchrony, or make over-simplistic assumptions.
At any point in time within a cutting pass, the surrounding long-term features and states provide context information
to short-term features and states modeling short time-scale phenomena.

2It is not equal to mutual information due to the fact that the averaging distribution and the argument of the logs are not the same.
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For comparison purposes, we also report the accuracy results if the testing examples were assigned to the class that
has the highest a priori probability (i.e. ignoring observations), referred to as the “a priori classifier”.

6.4.1 1/2′′ Data Set Results

The classification accuracy results for the various HMM systems and the 2-rate HMM system for the 1/2′′ testing set
with and without using the GLM have been reported in Table 4. The corresponding NCE values appear in Table 5.
The p-values denote the significance level at which the corresponding classifier is statistically different from the a
priori classifier in terms of classification error rate and NCE, respectively. The p-values which are more than 0.10 are
reported as “N/S”, not significant.

We find that, first, the HMM system with long-term features has better accuracy and NCE value than the HMM
system with short-term features and the multi-rate HMM on the CV set, but its NCE performance on the testing set
is inferior, suggesting that it does not generalize as well. This demonstrates the importance of reporting results on an
independent test set. Second, the performance of the HMM system with the concatenated features is similar to that
of the HMM system with long-term features, which might be due to the fact that in the concatenation approach the
original long-term features are oversampled by M (M = 40), skewing its probability values towards that of the HMM
system with long-term features. Third, the use of a GLM results in classification performance that is significantly
better than that of the a priori classifier, for all systems. The classification accuracies of all HMM systems are similar
to each other on the testing set when used with the GLM, but none give good confidence estimates (NCE ≤ 0).

The 2-rate HMM with the GLM outperforms all HMM systems with the GLM, in terms of both classification
accuracy and NCE. Neither feature concatenation nor the classifier combination via GLM approaches satisfactory
results for combining short- and long-term information as compared to the multi-rate HMM, especially in terms of
NCE, confirming the importance of the efficient modeling of wear process at multiple time scales without introducing
any redundancy. Either approach for combining different rate observations results in large negative NCE values,
and the corresponding class posterior probabilities are not reflective of the true amount of wear. The 2-rate HMM
successfully uses the information available in the combination of short- and long-term features to improve accuracy and
confidence estimation over the HMM systems. The 2-rate HMM system is the only system whose NCE is statistically
better than the NCE of the a priori classifier. While the error rate differences between the 2-rate HMM system (33%)
and the HMM system using short-term features (43%) are not statistically significant (p = 0.14), the NCE differences
are significant (p = 0.06).

Experimentation with different numbers of features (2 − 8), and feature reduction schemes (LDA and PCA),
provided similar conclusions reported above, not detailed here for brevity. The feature concatenation and the classifier
combination of the HMM systems using short- and long-term features are consistently unsuccessful at integrating
short- and long-term information, and the resulting classifiers are uninformative with large negative NCE values. The
one new finding is that, with additional research on feature extraction (reducing the dimensionality of short-term
features to 1 using LDA), we were able to obtain an HMM which when combined with a GLM gave performance
that is not significantly different from the multi-rate HMM. Of course, we would also expect the multi-rate HMM to
improve with further research on long-term features.

6.4.2 1′′ Data Set Results

The results on the 1′′ data set confirmed the results on the 1/2′′ data set to the extent that the combination of short- and
long-term information through HMMs via feature concatenation or classifier combination results in poor classification
results and negative NCE values. The HMM system with short-term features performed significantly better than the
other HMM systems, and similar to the multi-rate HMM. Error rates of both models are significantly better than that of
the a priori classifier: 44% (p = 0.01) and 48% (p = 0.04) vs. 67% for the 3-class problem. Neither NCE value (NCE
= −0.14) is significantly different from 0. Since the 1′′ data are only used in a CV fashion due to the limited amount
of data, we cannot get an unbiased estimate of performance using a GLM. Hence, the superiority of the multi-rate
HMM system over that of the HMM systems with the GLM was not confirmed.

7 Summary and Extensions

In this paper, we introduce the multi-rate HMM for multi-scale modeling and apply it to the classification of titanium
milling tool wear. The multi-rate HMM is a generalization of the standard HMM framework to multiple time scales,
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Table 4: Multi-level error rate (err) results for the HMM using long-term features (HMM-C), for the HMM with short-term features (HMM-F),
for the HMM using concatenated short- and long-term features (HMM-CF), for the classifier combination of the HMMs using short- and long-term
features (HMM-C+F), and for the 2-rate HMM (MHMM) on the 1/2

′′ training set via CV and 1/2
′′ test set. “cv” and “test” denote the direct

classification results on the training and testing sets, respectively. “Test-glm” denotes the classification results with secondary classifier GLM on
the testing set. NOP denotes the total number of parameters excluding that of GLMs, and p denotes the significance level at which the error rate of
the corresponding classifier is statistically different from the a priori classifier.

cv test test-glm
Model NOP err % p err % p err % p

prior N/A 54 N/A 66 N/A 66 N/A
HMM-F 37 64 N/S 62 N/S 43 0.00
HMM-C 37 8 0.00 43 0.00 43 0.00
HMM-CF 69 8 0.00 45 0.01 43 0.00
HMM-C+F 74 N/A N/A N/A N/A 45 0.01
MHMM 95 62 N/S 62 N/S 33 0.00

Table 5: Multi-level NCE (nce) results for the various HMM systems and the 2-rate HMM system on the 1/2
′′ training set via CV and 1/2

′′

testing set. (See Table 4 caption.) p denotes the significance level at which the NCE of the corresponding classifier is statistically different from the
a priori classifier. Italics are used for the p-values when the corresponding NCE is significantly worse.

cv test test-glm
Model nce p nce p nce p

HMM-F -0.05 N/S 0.00 N/S -0.54 N/S
HMM-C 0.61 0.00 -1.49 N/S -2.91 N/S
HMM-CF 0.64 0.00 -1.63 N/S -2.69 N/S
HMM-C+F N/A N/A N/A N/A -6.85 0.03
MHMM -0.01 N/S 0.00 N/S 0.23 0.01
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where variability is decomposed into scale-based components, and multiple state and observation sequences are used
to represent process state and observation variability at different time scales. A discussion of the limitations of HMMs
for stochastic modeling of multi-scale processes and tool-wear prediction is given. Classification accuracy and confi-
dence results on two titanium milling tasks show that the multi-rate HMMs outperform the HMMs, and HMM-based
approaches are unsuccessful for the simultaneous utilization of short- and long-term information for the prediction of
tool wear in two titanium milling tasks.

There are many natural extensions to the basic multi-rate HMMs described here. First, in the basic multi-rate HMM
it is assumed that every coarser-scale state variable correspond to a fixed number of finer-scale ones and the coarser-
scale states can change their states at only a fixed multiple of finer time scale. Such a fixed duration scheme might not
be appropriate for all multi-scale phenomena and should be lifted by formulating the alignment between scale-based
state sequences probabilistically, similar to the hierarchical HMMs [22]. Second, in the multi-rate HMM the scale-
based observation sequences are indirectly coupled via hidden state sequences, and they are assumed to independent
of each other conditional on states. The conditional independence of scale-level observations from everything else
given their associated states could be overly restrictive and unrealistic, and there might exist dependencies between the
observations of different scales, on top of the indirect dependencies through inter-scale coupling. The multi-rate HMM
structure can be extended to allow for direct cross-scale statistical dependencies between scale-based observation
sequences [8].

In our tool-wear application, the signal processing that we have applied to extract scale-based feature sequences
is fairly simple and more advanced multi-scale signal analysis techniques such as wavelets may be more appropriate.
Moreover, even though we have used only one type of sensory signal, we note that multi-rate HMMs are particularly
well suited for the multi-sensor approach.

An important limitation for this and other previous tool-wear research is the amount of data available for training
and testing prediction systems and for their reliable comparison. While the small training sets prevents the employment
of complex models which can better model the wear process but can easily overfit to a small training set, the small
testing sets prevent the reliable comparison of classifiers and extracting diagnostics information.
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[8] Ö. Çetin and M. Ostendorf. Cross-stream observation dependencies for multi-stream speech recognition. In Proc. of the 8th
European Conf. on Speech Communication and Technology, pages 2517–2520, 2003.

[9] K.C. Chou and L.P. Heck. A multiscale stochastic modeling approach to the monitoring of mechanical systems. In Proc. of
the IEEE-SP International Symposium on Time-Frequency and Time-Scale Analysis, pages 25–27, 1994.

[10] K.C. Chou, A.S. Willsky, and A. Benveniste. Multiscale recursive estimation, data fusion, and regularization. IEEE Trans. on
Automatic Control, 39:464–478, 1994.

[11] C.K. Chow and C.N. Liu. Approximating discrete probability distributions with dependence trees. IEEE Trans. on Information
Theory, IT-14(3):462–467, 1968.

[12] R.G. Cowell, A.P. Dawid, S.L. Lauritzen, and D.J. Spiegelhalter. Probabilistic Networks and Expert Systems. Springer-Verlag,
1999.

[13] M.S. Crouse, R.D. Nowak, and R.G. Baraniuk. Wavelet-based statistical signal processing using hidden Markov models.
IEEE Trans. on Signal Processing, 46(4):886–902, 1998.

[14] L. Dan and J. Mathew. Tool wear and failure monitoring techniques for turning - a review. Intl. J. of Machine Tools and
Manufacture, 30(4):579–598, 1990.

[15] Snr. D.E. Dimla. Sensor signal for tool-wear monitoring in metal cutting operations - a review of methods. Intl. J. of Machine
Tools and Manufacture, 40:1073–1098, 2000.

[16] A.P. Dempster, N.M. Laird, and D.B. Rubin. Maximum likelihood from incomplete data via the EM algorithm. Journal of
Royal Statistical Society Series B, 39:185–197, 1977.

[17] Technical Editorial Dept. Modern Metal Cutting: A Practical Handbook. Sandvik Coromant, 1994.

[18] R.O. Duda, P.E. Hart, and D.G. Stork. Pattern Classification. John Wiley & Sons, 2001.

[19] S. Dupont and H. Bourlard. Using multiple time scales in a multi-stream speech recognition system. In Proc. of Eurospeech,
pages 3–6, 1997.

[20] H.M. Ertunc, K.A. Loparo, and H. Ocak. Tool wear condition monitoring in drilling operations using hidden Markov models
(HMMs). Intl. J. of Machine Tools and Manufacture, 41:1363–1384, 2001.

[21] E.O. Ezugwu and Z.M. Wang. Titanium alloys and their machinability - a review. Intl. J. of Materials Processing Technology,
68:262–274, 1997.

[22] S. Fine, Y. Singer, and N. Tishby. The hierarchical hidden Markov model: Analysis and applications. Machine Learning,
32(1):41–62, 1998.

[23] R. Fish, M. Ostendorf, G. Bernard, D. Castanon, and H. Shivakumar. Modeling the progressive nature of milling tool wear.
In Proc. of ASME Manufacturing Engineering Division, pages 111–117, 2000.

[24] R.K. Fish. Dynamic Models of Machining Vibrations, Designed for Classification of Tool Wear. PhD thesis, University of
Washington, 2001.

[25] R.K. Fish, M. Ostendorf, G.D. Bernard, and D.A. Castanon. Multilevel classification of milling tool wear with confidence
estimation. IEEE Trans. on Pattern Analysis and Machine Intelligence, 25(1):75–85, 2003.

[26] Z. Ghahramani and M.I. Jordan. Factorial hidden Markov models. Machine Learning, 29:245–273, 1997.

[27] B. Gillespie and L. Atlas. Data-driven time-frequency classification techniques applied to tool-wear monitoring. In Proc. of
Intl. Conf. on Acoustics, Speech and Signal Processing, pages 649–652, 2000.

[28] L. Gillick and S.J. Cox. Some statistical issues in the comparison of speech recognition algorithms. In Proc. of Intl. Conf. on
Acoustics, Speech and Signal Processing, pages 532–535, 1989.

[29] L.P. Heck and J.H. McClellan. Mechanical system monitoring using hidden Markov models. In Proc. of Intl. Conf. on
Acoustics, Speech, and Signal Processing, pages 1697–1700, 1991.

[30] J.P. Hughes, P. Guttorp, and S.P. Charles. A non-homogeneous hidden Markov model for precipitation occurrence. Applied
Statistics, 48(1):15–30, 1999.

[31] E. Jantunen. A summary of methods applied to tool condition monitoring in drilling. Intl. J. of Machine Tools and Manufac-
ture, 42:997–1010, 2002.

[32] C.J. Li and T-C. Tzeng. Multimilling-insert wear assesment using non-linear virtual sensor, time-frequency distribution and
neural networks. Mechanical Systems and Signal Processing, 14(6):945–957, 2000.

[33] J. Li, R.M. Gray, and R.A. Olshen. Multiresolution image classification by hierarchical modeling with two dimensional
hidden Markov models. IEEE Trans. on Information Theory, 46(5):1826–1841, 2000.

UWEETR-2004-0011 19



[34] M.R. Luettgen, W.C. Karl, and A.S. Willsky. Multiscale represenatations of Markov random fields. IEEE Trans. on Signal
Processing, 41:3377–3396, 1993.

[35] J. Luettin, G. Potamianos, and C. Neti. Asynchronous stream modeling for large vocabulary audio-visual speech recognition.
In Proc. of Intl. Conf. on Acoustics, Speech and Signal Processing, pages 169–172, 2001.

[36] P. McCullagh and J.A. Nelder. Generalized Linear Models. New York Chapman and Hall, 1989.

[37] M. Meila and M.I. Jordan. Learning with mixtures of trees. Journal of Machine Learning Research, 1:1–48, 2000.

[38] N. Mirghafori and N. Morgan. Transmissions and transitions: A study of two common assumptions in multi-band ASR. In
Proc. of IEEE Intl. Conf. on Acoustics, Speech and Signal Processing, pages 713–716, 1997.

[39] K.P. Murphy. Dynamic Bayesian Networks: Representation, Inference and Learning. PhD thesis, University of California,
Berkeley, 2002.

[40] H.J. Nock. Techniques for modelling phonological processes in automatic speech recognition. PhD thesis, Cambridge Uni-
versity, 2001.

[41] H.J. Nock and M. Ostendorf. Parameter reduction schemes for loosely coupled HMMs. Computer Speech and Language,
17:233–262, 2003.
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A Inference in the 2-rate HMM

In this section, we will present a computationally efficient inference algorithm for the calculation of various marginal
and conditional probabilities in the multi-rate HMM model. Among the quantities of interest are the marginal likeli-
hood of observation sequences, p({O1

t1}, . . . , {O
K
tK

}), used for the evaluation of a set of models against data during
testing, and various state posterior distributions, e.g. p(S1

τ1
, . . . , SK

τK
|{O1

t1}, . . . , {O
K
tK

}), used in the parameter es-
timation routines as shown in the next section. To simplify the presentation we will consider the K = 2 case. The
generalization for models with K > 2 is straightforward, and their inference routines can directly be obtained similarly
to the K = 2 case.
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One can derive the inference routines for the multi-rate HMM using the framework of graphical models by the
application of the junction-tree algorithm for inference in a generic directed acyclic graphical (DAG) model [12].
The junction tree algorithm works by manipulating a directed graph representation of the multi-rate HMM model,
cf. Figure 1, into a hyper-tree graph structure by graph transformation operations: moralization, triangulation, and
clustering. Inference is done in the resulting tree structure. The resulting procedure would be identical to that derived
below in terms of computational and memory requirements. We have not used this approach, but instead try to draw
parallels with the HMM forward-backward algorithm, which is mode widely understood.

To simplify equations, we will make use of the following notation. The long- and short-term state and observation
sequences will be distinguished via superscripts c (coarse) and f (fine), respectively. We assume that the long-term
chain is M times faster than the short-one, and the length of long-term observation sequence is T . We define,

Oc
≤t ≡ {Oc

τ}
t
τ=0,

Oc
<t ≡ {Oc

τ}
t−1
τ=0,

Oc
>t ≡ {Oc

τ}
T−1
τ=t+1.

Oc
≤t, Oc

<t, and Of
>t are defined similarly. Above and in the rest of the paper, we assume that the variables whose

indices fall outside of their respective ranges are regarded as nonexistent.
The inference algorithm is reminiscent of the forward-backward algorithm of the HMMs and consists of the for-

ward and the backward passes described next.

A.1 Forward Pass

We define

αc
t(i, j) ≡ p(Sc

t = i, Sf
tM−1 = j, Oc

≤t, O
f
≤tM−1), for t = 1, . . . , T − 1,

αf
t (i, j) ≡ p(Sc

bt/Mc = i, Sf
t = j, Oc

≤t/M , Of
≤t), for t = 0, . . . , TM − 1.

To simplify the notation we will remove the distinction between the random variables and the values they take, e.g we
use αc

t(S
c
t , S

f
tM−1) instead of αc

t(i, j).
The forward recursions proceed as follows:

αf
0 (Sc

0, S
f
0 ) = p(Sc

0)p(Sf
0 |S

c
0)p(Oc

0|S
c
0)p(Of

0 |S
f
0 )

for t = 0, . . . , T − 1

αf
tM (Sc

t , S
f
tM ) = p(Of

tM |Sf
tM )

∑

Sf

tM−1

αc
t(S

c
t , S

f
tM−1)p(Sf

tM |Sf
tM−1, S

c
t ), t > 0 (11)

for k = 1, . . . ,M − 1,

αf
tM+k(Sc

t , S
f
tM+k) = p(Of

tM+k|S
f
tM+k)

×
∑

Sf

tM+k−1

αf
tM+k−1(S

c
t , S

f
tM+k−1)p(Sf

tM+k|S
f
tM+k−1, S

c
t ) (12)

αc
t+1(S

c
t+1, S

f
(t+1)M−1) = p(Oc

t+1|S
c
t+1)

×
∑

Sc
t

αf
(t+1)M−1(S

c
t , S

f
(t+1)M−1)p(Sc

t+1|S
c
t ), t < T − 1 (13)

Each equation is iterated over the domain of variables appearing on the left hand side.
Simplifications leading to Equations 11, 12, and 13 are due to the following conditional independence properties

as satisfied by the multi-rate model:

Of
t ⊥⊥{{Sc

τ}, {S
f
τ }, {O

c
τ}, {O

f
τ }}\{S

f
t , Of

t } | Sf
t (CI1)

Oc
t⊥⊥{{Sc

τ}, {S
f
τ }, {O

c
τ}, {O

f
τ }}\{S

c
t , O

c
t} | Sc

t (CI2)

Sf
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<bt/Mc−1, S
f
<t−1, O

c
≤bt/Mc, O

f
≤t−1} | {Sc

bt/Mc, S
f
t−1} (CI3)

Sc
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f
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<t, O
f
<tM} | Sc

t−1 (CI4)
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where “\” is the set difference operator, and A⊥⊥B|C denotes that A is conditionally independent of B given C, i.e.

p(A,B|C) = p(A|C)p(B|C)

whenever p(C) > 0. CI1 − CI4 can easily be verified by using the factorization of Equation 3. We have used CI1
and CI3 to obtain Equations 11 and 12, CI2 and CI4 to obtain Equation 13.

A.2 Backward Recursions

We define

βc
t (S

c
t , S

f
tM−1) ≡ p(Oc

>t, O
f
>tM−1|S

c
t , S

f
tM−1), for t = 1, . . . , T − 1,

βf
t (Sc

bt/Mc, S
f
t ) ≡ p(Oc

>bt/Mc, O
f
>t|S

c
bt/Mc, S

f
t ), for t = 0, . . . , TM − 1.

The backward recursions proceed as follows:
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for t = T − 1, . . . , 0
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for k = 2, . . . ,M
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Again, each equation is iterated over the domain of variables appearing on the left hand side.
In addition to CI1 through CI4, we have used the following conditional independence properties of the 2-rate

model in the above recursions,

{Oc
>t+1, O

f
>(t+1)M−1}⊥⊥{Sc

t , O
c
t+1} | {Sc

t+1, S
f
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>bt/Mc, O

f
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t } | {Sc

bt/Mc, S
f
t } (CI6)

which are easy to verify. CI2, CI4, and CI5 have been used in the simplifications leading to Equation 14, and CI1
and CI6 in the ones leading to Equations15 and 16.

A.3 Marginal Likelihood and Hidden State Posteriors

The marginal likelihood of the observation sequences can be calculated from the forward variables by integrating out
the hidden state variables,

p({Oc
t}, {O

f
t }) =

∑

Sc
T−1,Sf

T M−1

αf
TM−1(S

c
T−1, S

f
TM−1),

and hence it is sufficient to only perform forward recursions for the calculation of marginal likelihood during testing.
The following joint state posteriors will be used in the EM parameter estimation routines, cf. Appendix B,

γc
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c
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c
t , S
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These state posteriors can easily be calculated from the forward and backward variables as follows,
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c
t )

×p(Of
tM+k|S

f
tM+k)βf

tM+k(Sc
t , S

f
tM+k),

for k = 1, . . . ,M − 1, by again making use of CI1 − CI6.
The overall computational cost of inference in the 2-rate HMM is of O(TMN 3) which compares to that of

O(TMN4) of the HMM representing the meta-space of the two observation sequences. In general, the cost of infer-
ence in the K-rate model is of O(TKNK+1).

B EM for 2-rate HMM

In this section we will give the EM update equations for estimating the parameters of the multi-rate model from a
training set. We will consider the 2-rate HMM but the generalization to higher-order models is straightforward. We
will also assume that there is only one training example with the observation sequences O ≡ {{Oc

t}, {O
f
t }} whose

associated state sequences S ≡ {{Sc
t }, {S

f
t }} are unobserved. The extension to multiple training examples is trivial.

The parameters of the 2-rate HMM consist of coarse-rate initial state distribution πc, state transition matrix Ac,
state-conditional observation density parameters, state-conditional observation density parameters {κc

il, µ
c
il,Σ

c
il},

πc
i = p(Sc

0 = i),

Ac
ij = p(Sc

t = j|Sc
t−1 = i),

p(Oc
t = o|Sc

t = i) =

Mc
∑

l=1

κc
ilN (o;µil,Σil),

and their fine-rate counterparts, πf , Af , and {κf
il, µ

f
il,Σ

f
il},

πf
ij = p(Sf

0 = j|Sc
0 = i),

Af
ijk = p(Sf

t = k|Sf
t−1 = j, Sc

bt/Mc = i),

p(Of
t = o|Sf

t = i) =

Mf
∑

l=1

κf
ilN (o;µf

il,Σ
f
il).

The EM algorithm works by iteratively estimating the parameters of the model according to

θ(n+1) = argmax
θ

ES|O

[

log pθ(O,S)|O, θ(n)
]

(19)

where expectation is taken with respect to the current parameter estimates. The solution to Equation 19 can easily be
found by differentiation, giving the following updates for the initial state distributions and state transition matrices:

πc
i = p(Sc

0 = i|O),

πf
ij = p(Sf

0 = j|Sc
0 = i,O),

Ac
ij =

∑T−1
t=1 p(Sc

t−1 = i, Sc
t = j|O)

∑T
t=1 p(Sc

t = i|O)
,

Af
ijk =

∑TM−1
t=1 p(Sc

bt/Mc = i, Sf
t−1 = j, Sf

t = k|O)
∑TM−1

t=1 p(Sf
t−1 = j, Sc

bt/Mc = i|O)

The hidden state posteriors appearing above, e.g. p(Sc
t−1 = i, Sc

t = j|O), p(Sc
bt/Mc = i, Sf

t−1 = j, Sf
t = k|O), are

calculated by the inference algorithm, cf. Equations 17 (marginalizing of Sf
tM−1) and 18.
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The update equations for the mixture weights, means, and covariance matrices corresponding to coarse-rate state-
conditional observation densities are obtained similarly:

κc
il =

∑T−1
t=0 p(Sc

t = i, Lc
t = l|O)

∑T−1
t=0 p(Sc

t = i|O)
, (20)

µc
il =

∑T−1
t=0 p(Sc

t = i, Lc
t = l|O) Oc

t
∑T−1

t=0 p(Sc
t = i, Lc

t = l|O)
, (21)

Σc
il =

∑T−1
t=0 p(Sc

t = i, Lc
t = l|O) Oc

t [Oc
t ]

>

∑T−1
t=0 p(Sc

t = i, Lc
t = l|O)

− µc
il [µc

il]
>, (22)

where Lc
t denotes the hidden mixture component of the state-conditional observation density for Oc

t , which is given
by

p(Oc
t |S

c
t ) =

Mc
∑

l=1

p(Lt|S
c
t )p(Oc

t |S
c
t , L

c
t),

where

p(Lc
t = l|Sc

t = i) = κil,

p(Oc
t = o|Sc

t = i, Lc
t = l) = N (o;µc

il,Σ
c
il).

The hidden state posteriors involving Lc
t , p(Sc

t = i, Lc
t = l|O)’s, are obtained from p(Sc

t = i|O) as follows,

p(Sc
t = i, Lc

t = l|O) =
p(Oc

t , L
c
t = l|St = i)

p(Oc
t |S

c
t = i)

p(Sc
t = i|O),

where p(Sc
t = i|O) =

∑

Sc
t−1

p(Sc
t−1, S

c
t = i|O), marginalizing over terms needed for the state transition updates.

The update equations for the mixture weights, means, and covariances corresponding to the fine-rate state chain
are identical to Equations 20, 21, and 22 with the coarse-rate variables replaced by the fine-rate ones.
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