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THE RELEASE OF THE XBOX
Kinect camera (Microsoft Corp.) 
allows gamers around the world 
to interact with their video games 
without using a traditional hand-
held controller. The Kinect allows 
gestures to be used to command 
inputs and the whole body be-
comes a game controller. The 
technical term for this new type 
of human-machine interaction is 
natural user interface (NUI). It is 
predicted to become a common 
way to interact with computers 
in the future. The Kinect was not 
only a success among gamers, it 
also quickly gained popularity at 
universities and research institu-
tions around the world. The rea-
son why the Kinect is so popular 
among researchers is that it is a 
low cost (around US$150) red, 
green, blue, plus depth (RGB-D) 
camera. An RGB-D camera is a 
camera that in addition to captur-
ing color data (like a regular video 
camera) also captures depth data. 
RGB-D cameras have been around 
for quite a while but it was not un-
til the release of the Kinect that the technology became readily 
available to a large group of researchers. The use of Kinect 
has opened new opportunities for applications that previously 
used a combination of regular video cameras and expensive 
depth cameras.

Haptic interaction
Haptic interaction refers to tactile interaction with machines 

using a haptic device. This can be a cell phone with vibra-
tion or force feedback joysticks used in gaming. In this article 
we use the term haptic interaction to describe interaction with 
virtual three-dimensional (3-D) environments using a three 
degree-of-freedom haptic device. The 3-D environment is a 
virtual representation of reality, the construction of which will 
be described in a later section.

The Phantom Omni (Sensable Inc.) in Fig. 1 is a US$2,400, 
three degree-of-freedom haptic device that you hold in your 
hand just like a stylus. When moving the haptic device around 
in 3-space the pointer (often called the haptic interface point 
or “HIP”) moves accordingly in the 3-D environment. In a 
sense, the HIP is to a haptic device what a mouse pointer is 
to a mouse. The haptic device can send forces in three di-
mensions (X, Y, and Z), thus allowing the user to haptically 
interact with objects in the computer. If we could constrain 
the HIP such that it never penetrated objects in the 3-D envi-
ronment, it would to the user feel like touching rigid objects, a 
feature that is highly desirable in a haptic interface. However, 
this is not possible since we only have control over the force 
applied to the HIP (and thus the user), and not over its posi-
tion (which is generated by the user). To address this problem, 
we create a virtual massless sphere (denoted the proxy) that 
represents the ideal position of the HIP, and we tie this sphere 
to the HIP by a virtual spring. The force applied to the haptic 
device is directly proportional to this spring force (see Fig. 2). 

Digital Object Identifier 10.1109/MPOT.2012.2187110

 Date of publication: 4 May 2012

© BRAND X PICTURES & KINECT COURTESY OF MICROSOFT

TECH TO THE FUTURE: 
MAKING A “KINECTION” 

WITH HAPTIC INTERACTION
FREDRIK RYDÉN



MAY/JUNE 2012 35

The resolution of the haptic interaction 
is dependent on the size of the proxy. 
This method of generating haptic forces 
is called the proxy method or the “god-
object” method.

There are many similarities between 
computer graphics and haptic render-
ing (the generation of haptic forces). 
In fact, many haptic implementations 
use a graphics card for computation. 
All through the 1990s, the haptic al-
gorithms were focused on rendering 
haptic forces for polygons, which are 
well-defined shapes. This has changed 
during the past decade. Sets of points 
as a way of defining shapes and objects 
(also called point clouds) have become 
more popular mainly because they are 
the output of RGB-D cameras and laser 
scanners. Several groups have investi-
gated haptic rendering for points, but 
little progress has been made regard-
ing real time haptic interaction with 
streamed RGB-D data. To do so, the 
haptic algorithm has to be adapted to a 
time-varying point cloud.

Understanding Kinect data
To get depth information from the 

environment, the Kinect projects an 
infrared (IR) dot pattern, which is then 
captured by an IR camera. The process 
from IR image to depth information is 
quite complicated, but it is basically cal-
culating the depth as a function of the 
disparity in the dot pattern. In addition, 
the Kinect also captures RGB images, 
just like a regular video camera. The 
data is then transferred to a computer 
over a USB interface.

The communication with the com-
puter can be done using either Mi-
crosoft’s official drivers, OpenNI or 
OpenKinect. The choice of driver is de-
pendent on what features are needed as 
well as what operating system you use. 
All of these drivers can give you the raw 
data, which consists of one matrix con-
taining the depth data and another ma-
trix containing the RGB data, but only 

the first two can give you additional 
features such as skeleton tracking. From 
now on we will only use the raw data. 
The depth information is packaged as 
a 640 3 480 matrix where the 11-b val-
ues represents the depth for the corre-
sponding pixel. The depth resolution 
decreases with distance and is approxi-
mately 1 cm at 2 m distance from the 
Kinect. At the same distance, the hori-
zontal/vertical resolution is 3 mm. Both 
the RGB and depth data will be used 
for visualization but only the depth data 
will be used for the haptic rendering. 
Figure 3 shows RGB data as well as the 
RGB and depth data visualized as a 
point cloud.

Touching Kinect data
There are many reasons why we 

would want to haptically interact with 
Kinect data that is streamed to us in 
real time. One example of application 
could be a gaming task, but this tech-
nology has its greatest potential within 
telerobotics, where a human operator 
remotely controls a robot. Such robots 

are an active area of research. An ex-
ample of this is the remotely controlled 
Raven Surgical robot developed at the 
University of Washington. Operation 
of these robots is often a difficult task 
since the operator bases his or her deci-
sions solely on visual feedback. 

Implementation
The application, which is the haptic 

3-D environment derived from Kinect 
data, is developed in C++. It is important 
to notice that this is a multirate system. 
The Kinect captures images at 30 Hz, 
the visualization is updated at about 50 
Hz, and the haptic rendering is done at 
1,000 Hz. The software architecture is 
therefore divided into the following four 
parts (see Fig. 4).

 • Communication with Kinect. 
Captures the most recent Kinect frame 
using OpenKinect and transforms the 
data to a Cartesian coordinate system.

 • Visualization. Visualizes the 
point cloud and HIP using OpenGL.

 • Haptic rendering. Calculates 
forces based on the HIP position relative 

F

(a) (b) (c)

Fig. 2 Two-dimensional illustration of haptic rendering from time-varying point clouds 
(where haptic rendering is based on points rather than surfaces). (a) The proxy (big 
circle) and HIP (small filled circle) in free motion. (b) At the moment of contact, the HIP 
continues to move through the points while the proxy does not. (c) The HIP is behind the 
points and the proxy remains on an estimated surface. F indicates the force on the HIP.

Fig. 1 PHANToM Omni (Sensable Inc.).

(b)(a)

Fig. 3 (a) An RGB image from Kinect. (b) A point cloud generated using RGB and 
depth data. The black shadows correspond to regions without depth estimation.
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to the proxy position. The haptic ren-
dering has to be divided into two parts 
since we need to both move the proxy 
and calculate the force for the HIP.

• Communication with the hap-
tic device. Sends the forces to the 
haptic device.

To communicate with the Kinect, 
we use the OpenKinect library. This li-
brary gives us both the RGB matrix and 
the depth matrix at 30 Hz. This data is 
then transformed with respect to both 
the camera’s intrinsic parameters and 
orientation. When this is done we have 
the depth data in a Cartesian coordinate 
system.

The visualization of the points and 
the proxy is done using OpenGL, which 
has support for drawing entire arrays 
of points in one command. This way 
of drawing a point cloud with 307,200 
points is substantially faster than draw-
ing each point separately.

In order to calculate the force on the 
HIP we need to compute its position 
relative to the proxy position. To do this 
we first need to move the proxy such 
that it represents the ideal HIP. This is 
done by locally estimating a surface (de-
fined by the points) and only allowing 
the proxy to move in small steps away 
from or along this estimated surface. Sur-
face estimation and movement of proxy 
is done iteratively at a rate between 
10 and 100 kHz depending on hardware 
specifications.

With the proxy position known we 
can simply calculate the force on the hap-
tic device as a damped spring force tying 
the HIP to the proxy. To achieve stable 
haptic interaction it is recommended to 
update this force at 1,000 Hz. There ex-
ist some sources of noise both from the 
Kinect camera and the movement of the 
proxy which can be suppressed by ap-
plying a 26-point finite impulse response 
low-pass filter on the force signal. 

The system was tested on a desk-
top computer (Intel Core 2 Quad, 4 GB 
RAM, Nvidia Geforce 7100) with Ubuntu 
10.10. The resulting algorithm can suc-

cessfully render haptic forces for inter-
action with both nonmoving and mov-
ing objects. The user can interact with 
concave and convex surfaces as well as 
sharp corners.

Conclusion
The Kinect camera has been a great 

success in gaming but more important-
ly it has opened up new fields for re-
searchers. The data streamed from the 
Kinect in real time requires new hap-
tic algorithms. By developing a novel 
haptic rendering algorithm we have 
shown feasibility for using the Kinect 
in telerobotic applications such as ro-
botic surgery.

Providing the surgeon with a “sense 
of touch” could improve telerobotic 
surgery. One way to obtain data for 
such a haptic rendering is from sen-
sors in the robot or on end-effectors 
(i.e., the surgical tools). But the latter 
raises issues of calibration as well as 
sterilization. An alternative approach 
is to use depth camera information for 
haptic rendering. RGB-D cameras like 
Kinect present a possible way to do 
this, if the device can be suitably min-
iaturized.

Developing this algorithm into a 
practical tool for robotic surgeons re-
quires a number of improvements and 
extensions. One concern is the presence 
of noise and shadows in depth data  es-
pecially since shadows will be caused 
by surgical tools positioned between the 
Kinect and tissue being acted upon by 
the tools. A second challenge is to en-

hance the resolution of the depth data 
since surgical operations are at a rela-
tively small size scale. A third concern 
is the need to register the virtual 3-D 
environment with the real environment. 
Finally, there is a need to capture haptic 
properties of tissues such that they can 
be rendered realistically with the appro-
priate stiffness.

A video of the haptic algorithm in use 
can be seen at http://brl.ee.washington.
edu/~ryden/.
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Fig. 4 Software architecture.
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